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Abstract—With the increasing scale of High-Performance
Computing (HPC) systems and a new awareness of the environ-
mental impact of HPC, new strategies are required to improve the
efficiency of resource usage on these systems. One such strategy is
Dynamic Resource Management (DRM), which allows changing
the resources assigned to a job dynamically during its execution.
This increased flexibility in resource allocation and job scheduling
can lead to improvements in several system efficiency metrics.

Despite these benefits, DRM has not yet been established as
a ready-to-use technology for production HPC systems. This
is caused by the significant changes required in all the layers
of the HPC system software stack, which are only achievable
with an extensive and holistic co-design process between resource
management software and applications.

In this work, we demonstrate the applicability of a recently
introduced, generic design approach for dynamic resources called
Dynamic Processes with PSets (DPP), to enable DRM in real-
world systems. To this end, we developed an exemplary, dynamic
system software stack implementation following the DPP design
principles throughout all layers.

Based on this, we assess the applicability and performance
of our approach using both synthetic benchmarks and job
mixes consisting of several dynamic, real-world applications. On
up to 100 nodes, we measure moderate overheads for process
reconfiguration in applications while significantly improving the
system throughput and average job turnaround time compared
to static scheduling in crowded system scenarios.

Index Terms—Dynamic Resource Management, High-
Performance Computing

I. INTRODUCTION

HPC systems are rapidly growing in size and number, with
multiple systems in the TOP500 list crossing the exascale

threshold. In addition, system hardware has become more
diverse, with GPUs and other accelerators considered essen-
tial to achieve maximum performance. Likewise, application
complexity increases with a push towards large-scale coupled
workflows and hybrid programming. Given the significant
energy consumption of HPC systems worldwide, efficient
utilization of HPC system resources is a key factor for more
sustainable and cost-efficient system operation.

However, current HPC systems primarily use static resource
management, where the resources initially assigned to a work-
load remain fixed during workload execution. DRM enables
dynamic changes in the resources assigned to workloads and
is a promising technique to tackle some of the requirements
of large-scale HPC systems [1].

A. Benefits of Dynamic Resource Management

For system providers, DRM provides several advantages by
increasing the scheduling flexibility available to the system.
This flexibility can help improve key metrics of HPC system
operation, such as energy efficiency, job throughput, and
utilization rate. Results from scheduling simulations and early
prototypes indicate improvements in system throughput and
utilization rate of up to 30 and 20 percent, respectively [2]–
[4], and energy efficiency of individual applications can be
improved while meeting performance objectives [5].

In addition, the increasing scale and heterogeneity of HPC
systems and applications lead to more frequent network con-
tentions and failures. DRM helps resource managers address



these issues through dynamic relocation, enabling proactive
fault tolerance [6] and supporting dynamic power manage-
ment. Similarly, DRM can meet certain requirements of urgent
computing jobs and the real-time domain [7], [8]. For HPC
system users, improvements in overall system throughput can
reduce the “time to insight” by reducing the average waiting
and turnaround time of a job [3]. Moreover, it has been
shown that the efficiency of particular dynamic workloads,
such as adaptive mesh refinement approaches, can be increased
by better tailoring resource allocations to the dynamically
changing resource requirements of the application [9]. DRM
can, therefore, be considered a crucial component on the way
towards energy-efficient HPC centers by addressing the system
software and application pillars [10].

When looking beyond the boundaries of the HPC domain,
improving the elasticity of the HPC resource model can
contribute to a more converged computing model [11], which
would, for instance, enable the use of HPC applications on
more dynamically scheduled cloud resources and the deploy-
ment of cloud-like applications on HPC resources.

B. State-of-the-art

DRM has been an active research area over the past two
decades, and significant progress has been made in many
individual aspects such as checkpoint restart techniques [12]–
[16], dynamic reconfigurations in programming models such
as MPI [17]–[22], Charm++ [23], and APGAS [4], dynamic
scheduling simulation frameworks [3], dynamic ad-hoc filesys-
tems [24], and new scheduling approaches [20], [25]. Sec. II
provides a more in-depth overview of these approaches.

However, DRM has not crossed the production threshold,
and most systems use static resource management. A major
reason for this is the complexity of applying dynamic resource
management approaches across all HPC system software stack
layers. While many problems have been solved on individual
software layers or for a particular use case, a holistic solution
to enable support across all layers and for most DRM use cases
is still missing. The recently introduced Dynamic Processes
with PSets (DPP) [26] approach addresses this gap by defining
a set of generic DRM design principles for the HPC software
stack as a basis for a standardized DRM mechanism. While
early developments informed by this approach have demon-
strated its feasibility, a thorough evaluation in a realistic, large-
scale scenario with diverse applications and performance-
based scheduling is still missing. Such an evaluation would
confirm the applicability of the DPP approach as a DRM
design that can be used on production systems.

C. Contributions

In this work, we present a complete implementation of
a dynamic software stack based on the Dynamic Processes
with PSets (DPP) design principles and provide a performance
evaluation of the approach using dynamic multi-application
scheduling with a performance-aware optimization approach.
The main contributions are:

1) Demonstration of a clear software design for dynamic
resources in the HPC software stack.

2) Description of a dynamic, performance-aware scheduling
for dynamic resources using a steepest ascent optimization.

3) A large-scale performance evaluation of a dynamic resource
software stack with a diverse mix of real-world applications.

D. Structure of this work

The remainder of this document is organized as follows.
Sec. II explores past approaches to dynamic resource manage-
ment, providing essential context. Section III then introduces
the proposed system design, which builds on DPP design
principles to create a dynamic resource software stack. The
optimization strategy employed by the scheduler is outlined
in Sec. IV, followed by an in-depth performance evaluation
in Sec. V, where various benchmarks assess the applicability
and performance of the approach. A conclusion of the present
work and directions for future work are provided in Sec. VI.

II. RELATED WORK

This section reviews prior approaches to dynamic resource
management in HPC, highlighting their common limitations.
Dynamic Resource Management in Cloud vs. HPC
DRM (“elasticity”) is a well-established concept in Cloud
computing [27]. However, cloud solutions are not directly
transferable to the HPC domain due to distinct differences in
system policies, workload types, and deployment technologies:
• Deployment technologies: Cloud relies on virtualization

and containerization [28] enabling cloud elasticity through
infrastructure-level scaling [29], while HPC employs soft-
ware stacks optimized for specific hardware architectures
[30], demanding application-aware resource reconfiguration
across software layers [1].

• System policies: Cloud system policies are diverse, with
particular focus on on-demand reservations, whereas HPC
system policies usually provide best-effort reservations.

• Workload types: Cloud applications tend to be loosely cou-
pled and diverse, supporting paradigms like microservices
[31], serverless computing [32], IoT [33], edge computing,
and workflows [34]. HPC workloads, in contrast, often
rely on tightly coupled, high-performance execution for
scientific simulations and AI training [35].

Dynamic Resource Management in HPC
Over two decades, various HPC dynamic resource manage-
ment strategies have emerged. Early methods used checkpoint-
restart [12]–[16], which, while minimally intrusive, incurred
high overhead and lacked fine-grained resource adaptation.

Subsequent efforts, such as ReSHAPE [17], FlexMPI [18],
Elastic MPI [19], DMR API [20], DMRlib [21], and MPR
[22], integrated dynamicity into MPI-based environments by
modifying the global MPI communicators or using MPI 2.0
Dynamic Process Management. However, MPI’s static re-
source model limits granularity, modularity, and usability [36],
[37], making most approaches applicable only to a specific set
of applications. A similar application-specific lock-in occurs



in the interaction mechanisms with resource management
systems (RMS) due to the lack of a standardized approach.

MPI 4.0 introduced the MPI Sessions model [37] was
introduced to improve scalability and modularity, but dynamic
process management routines based on MPI Sessions are yet to
be standardized. Similarly, advances in PMIx [38] opened the
potential for standardized interaction among HPC components,
including process and resource management software.

Initial work leveraging MPI Sessions and PMIx [39], [40]
led to the formalization of the Dynamic Processes with PSets
(DPP) design principles [26], targeting a generic approach
to dynamic resource and process management in HPC. Early
prototypes enabled dynamic process management (excluding
resource management) in adaptive mesh refinement [40] and
in-situ analysis [41]. A PMIx-based dynamic resource manager
(DynRM) was first proposed in [42], and an early version
with heuristic scheduling was used to schedule a small set
of iterative applications [43]. The present work combines the
former work and goes substantially beyond it: It is the first
demonstration of a complete dynamic software stack advanc-
ing the state-of-the-art in four key areas: 1) A broader range of
applications and widely-used libraries—with diverse resource
and performance profiles—have been ported to DPP, showing
its applicability across varied workloads. 2) The OpenMPI,
OpenPMIx, and PRRTE middleware have been significantly
refactored and rebased to recent upstream versions for com-
patibility and maintainability. 3) DynRM now incorporates a
novel, performance-aware dynamic optimization approach us-
ing fine-grained models and online monitoring. 4) We provide
the first at-scale evaluation of a complete dynamic software
stack—from applications to system software—on 100 nodes
with diverse job mixes across multiple scenarios.

Beyond MPI, parallel programming models like
Charm++/AMPI [23], [25], [44], [45] and dynamic APGAS
[4], [46] introduce an additional virtualization layer to enhance
dynamicity from the user perspective. However, standardized
RMS interaction and dynamic process management remain
challenging for programming model runtime development.
Thus, demonstrating the applicability and performance of the
DPP design could also open potential for adoption beyond
MPI.

III. DPP-BASED SOFTWARE DESIGN FOR DYNAMIC
RESOURCE MANAGEMENT IN HPC

In this section, we introduce the design and implementation
of a software stack for DRM based on the DPP design
principles. An overview of the different software layers is
given in Fig. 1. While we use MPI, PMIx, and a custom
resource manager (RM) for our software stack implementation,
it should be noted that the DPP design principles are generic
and could also be applied to other programming models
beyond MPI, and to different RMs.

A. Dynamic Processes with PSets (DPP)

We provide a high-level summary of DPP (see [26] for
more details) that were introduced as design principles of a

DPP

Dynamic Libraries

Dynamic Applications

Static 
Applications

Open MPI

OpenPMIx

PRRTE

DYN RM

Fig. 1: DPP-based, dynamic software stack.

sufficiently generic DRM approach. It showed its applicability
to a large portfolio of applications [40]–[43].
• The design is based on a separation-of-concerns between

dynamic process management (DPM) from the application
perspective and dynamic resource allocation (DRA) from
the RM perspective.

• As a common abstraction between the application and the
RM, DPP uses Process Sets (PSets) and Process Set
Operations (PSetOps) to express process (re)configurations
of applications. This supports acyclic directed graph-based
representations of resource changes/requests (PSet graph),
where vertices of the graph represent PSets and directed
hyper-edges represent the PSetOps applied to these PSets.
Fig. 2 illustrates a subgraph of a PSet graph, representing
a single process reconfiguration.

• The vertices and edges of the graph can be associated
with optimization information such as constraints and
performance models (see Sec. IV) which is expressed in
a Cooperative Optimization Language (COL).
This approach allows applications to express their complex

dynamic resource requirements and capabilities generically
while enabling the RM to optimize the corresponding resource
allocation based on a global optimization objective (cf. [43]).

B. DynRM

Next, we introduce the Dynamic Resource Manager
(DynRM) for the first time. DynRM is a modular, Python-
based DRM implementation that follows the DPP design
principles. Fig. 3 gives a high-level overview of the most
important components of DynRM.

The core of DynRM is based on a graph-based system
representation consisting of three sub-graphs:
• Task Graphs Gtask: The task graph represents the tasks

(often referred to as jobs) submitted by the users via a
task description (batch script) to be executed on the system.
The vertices in the graph represent the tasks and the edges
represent dependencies between tasks. A user submission



Fig. 2: Illustration of a Pset graph. Graph vertices represent
PSets, while directed hyperedges represent PSetOps, connect-
ing the list of N input-PSets with the list of M output-PSets of
the operation. Optimization information - such as performance
models and constraints - is expressed in a Cooperative Opti-
mization Language (COL) and associated with the vertices and
edges of the PSet graph. The list of input-PSets, the type of the
PSetOp, and potentially parts of the optimization information
are provided by the user/application, while the list of output
PSets is created by the resource management system based on
the current optimization objectives.

can consist of multiple tasks with dependencies (often
referred to as a workflow), which represents a subgraph in
Gtask. Processes executing the tasks are contained in Gpset.

• PSet graph Gpset: The PSet graph represents the processes
used by tasks to access system resources. The vertices in
the graph represent PSets and the edges represent PSet
operations. Each PSet has an edge connecting it to the cor-
responding task in the task graph, and edges connecting it
to a set of resources. Following the DPP approach, the PSet
graph is the central component allowing for cooperative
DRM enabling dynamic process management (DPM) from
the application perspective (cf. Fig. 2) and dynamic resource
allocation (DRA) from the RM perspective (cf. Sec. IV).

• Topology graph Gtopo: The topology graph represents the
topology of the system to be managed by DynRM. The
vertices in the graph represent topology objects (partitions,
nodes, cores, etc.), while the edges represent containment
relations (e.g., a node contains certain cores).
DynRM uses a modular design to facilitate interoperability

and experimentation with new dynamic resource management
strategies and architectures. The design of DynRM allows it
to be extended with the following modules:
• Topology Modules: Custom topology modules can be

used to support different topology representations, such as
SimGrid [47] platform files.

• Submission Modules: Different task representations, such
as different batch script formats, can be supported.

• Policy modules: DynRM can be extended with custom
policy modules to explore different scheduling policies for
static and dynamic scheduling.

• System modules: While the system representation is built
into DynRM, different system modules can be used to
execute the resource management action on the real system.
System modules can use different process managers such as
PRRTE or srun.

System Representation

Process Manager Module 

Submission

Modules

Policy 

Modules

Task Graph PSet Graph Topology Graph

HPC System

Resource Manager Module

System Modules

Topology

Modules

DPM DRA

Fig. 3: Overview of the DynRM architecture.

• Model modules: Each vertex and edge in the system
graph can have associated model modules for performance
evaluation. A model module could, for instance, provide
performance models for PSets.

C. Dynamic Process Management and Programming Models

Changing the resources allocated to jobs during runtime
requires dynamic management of the processes using these
resources. Following the DPP design principles, dynamic
process management is based on PSetOps as an abstraction
between the applications and the RM. Extensions of the
process manager and parallel programming model are required
to establish a mediating process management layer between
applications and resource management software (see Fig. 1).

To this end, the Open MPI, PRRTE, and OpenPMIx im-
plementations were extended as described in the follow-
ing subsections. The PMIx Reference Runtime Environment
(PRRTE) implementation is used to interact with applications
and resource management software using the OpenPMIx im-
plementation to facilitate the necessary communication with
the RM and application processes.

1) Open MPI: Open MPI [48] is an open-source imple-
mentation of the MPI Standard. Recent releases support the
MPI Sessions model introduced in MPI Standard Version 4.0,
which offers improved modularity and new mechanisms to
create communicators based on PSets.

The Open MPI implementation was extended with addi-
tional MPI routines to specify and handle PSetOps of different
types. These extensions allow MPI applications to indicate
their support for particular PSetOps to the RM, and to update
their communication structure when the RM decides to execute
such a PSetOp. Different PSetOps can then be applied to
different PSets without global synchronization.



2) PRRTE: The PMIx Reference Runtime Environment
(PRRTE) is a process management and runtime system built
on (Open-)PMIx (Sec. III-C3). It serves as the native MPI run-
time environment for Open-MPI. PRRTE’s core functionalities
include process lifecycle management (launching, monitoring,
and terminating processes), as well as runtime services like
key-value storage and an event notification system.

PRRTE was extended with a state machine to manage
PSetOps. When an application issues a PSetOp, PRRTE for-
wards the request to the RM. Upon receiving a command to
execute a specific PSetOp, PRRTE advances it through the
state machine, applying the required process modifications.
This includes 1) launching new processes, 2) making the
output PSets available to applications, 3) tracking process ter-
mination, and 4) notifying the RM upon PSetOp completion.

3) OpenPMIx: OpenPMIx is an implementation of the Pro-
cess Management Interface - Exascale (PMIx) [38], providing
a well-defined interface between software components for
process and resource management. PMIx is commonly used
by MPI implementations such as Open MPI for interactions
between the MPI processes and the MPI runtime environment.
Similarly, PMIx can be used for interactions between the
Process Management and Resource Management Layers.

In our software stack, OpenPMIx is used for interactions
between DynRM and PRRTE as well as for interactions
between PRRTE and application (MPI) processes. To this
end, the OpenPMIx implementation has been extended with
additional keys, directives, and event codes for exchanging
PSet and PSetOp-related information.

D. Dynamic Libraries and Applications

DRM requires changes in the source code of HPC applica-
tions and libraries. Lack of application support has historically
been a major obstacle towards establishing dynamic resource
management system software in HPC. Similarly, the lack of
a generic and standardized approach for DRM in the system
software has hindered its adoption in applications.

To overcome this deadlock, our work considers both the
system software side and the application side. We adapted
several widely-used HPC libraries to make use of DPP for
DRM. Adapting such standard libraries targets this approach
to be applicable to a wide range of HPC applications and
eases the complexity of adapting dynamic resources in user
code. Building on top of this, we implemented and adapted
representative applications for each of these libraries to cre-
ate a large suite of dynamic applications. In the following
subsections, we provide details on the library adaptations and
applications we use in this work.

1) PETSc (Standard numerical solver library): The
Portable, Extensible Toolkit for Scientific Computation
(PETSc) [49] is a standard library for the solution of scientific
applications modeled by partial differential equations (PDEs).

We extended the PETSc interface to support efficient re-
configurations of the number of processes and redistribution
of PETSc objects in the three main solver types: linear system

solvers (KSP), non-linear solvers (SNES), and ODE and DAE
solvers (TS).

Our demonstrator application builds upon example 2 [50]
of the PETSc TS tutorials. This example leverages PETSc’s
time-stepping context to solve a nonlinear, time-dependent
PDE using Newton’s method. The equation is defined on a
one-dimensional domain, with specified boundary and initial
conditions. The spatial variable is discretized using a flexible
number of grid points, and the solution is approximated using
the finite difference method.

2) LibPFASST (Parallel-in-time integration library): LibP-
FASST is a Fortran implementation of the Parallel Full
Approximation Scheme in Space and Time (PFASST) [51]
algorithm. PFASST is a Parallel-in-Time integration method,
i.e., it achieves parallelism across timesteps.

We used DPP to extend the LibPFASST implementation
with a grid of PSets representing the spatial and temporal
parallelization. PsetOps are used for adjusting the number of
processes used in the time domain, effectively adjusting the
number of parallel-in-time executed timesteps during runtime.

Our example application utilizes DynLibPFASST to solve
the heat equation on the unit square domain with a sinusoidal
initial condition and Dirichlet boundary condition across the
time domain. The spatial-related part of the solver is paral-
lelized using Hypre [52].

3) XBraid (Multigrid parallel-in-time integration library):
XBraid [53] is another parallel-in-time software based on
the Multigrid Reduction in Time (MGRIT) algorithm [54].
The MGRIT algorithm is a reduction-based time-multigrid
method for solving time-dependent problems. Similarly to
LibPFASST, we adapted XBraid version 3.1.0 to dynamically
change the number of parallel time steps during runtime.

Our example application is based on example 2 [55] of the
official XBraid examples and solves the one-dimensional heat
equation using an implicit Euler scheme over the space-time
domain: [0, π][0, 2π].

4) P4est (Adaptive Mesh Refinement (AMR) library):
The P4est [56] library is a software library for managing

Adaptive Mesh Refinement (AMR) on parallelized grids using
forests of quadtrees (2D) and octrees (3D). It provides scal-
able, efficient mesh refinement, coarsening, and load balancing
for distributed memory systems, enabling high-performance
scientific simulations. Our extension DynP4est extends the
P4est library by enabling changes in the number of processes
during runtime based on DPP using P4est’s native repartition
for data redistribution

Our example application solves the Shallow Water Equa-
tions (SWE) for a radial dambreak scenario using an aug-
mented approximate Riemann solver [57], [58].

5) DMR-API (Dynamic resources API for computational
kernels): The Dynamic Management of Resources API
(DMR-API) [20] is a high-level API that facilitates the
adoption of dynamicity in HPC codes. Particularly, DMR-
API can abstract the use of different MPI dynamic solutions
into the same syntax. DMR-API was previously used for a
specialized solution based on MPI comm spawn [59]. In [43],



an embedding of DMR-API into DPP has been demonstrated,
making DMR-API-based applications compatible with DPP
with minor source code changes. We use several DMR-API-
based codes to enable dynamic resources in the following
solvers/problems to solve: Jacobi, Laplace, Conjugate Gra-
dient (see [43] for detailed descriptions).

6) MPDATA3D (3D semi-Lagrangian multiscale fluid
solver.): The MPDATA scheme serves as the core compo-
nent of the multiscale fluid solver EULAG (Eulerian/semi-
Lagrangian solver) [60]. It is primarily responsible for com-
puting the advection of a non-diffusive scalar field Ψ, which
evolves according to the continuity equation: ∂Ψ

∂t +∇·(VΨ) =
0, where V represents the velocity vector. The method uses
a three-dimensional spatial discretization based on finite dif-
ference approximations [61]. Parallelization is achieved by
distributing the computational domain among processes using
a one-dimensional block decomposition.

We enabled dynamic changes in the number of MPI pro-
cesses between MPDATA3D timesteps by using DynPSets
—an extension of the DMR-API— following the approach
introduced in [62]. The 3D computational domain is redis-
tributed blockwise among the updated set of processes.

7) BenchSleep (Parameterizable synthetic application):
BenchSleep is a parameterizable, dynamic, iterative, and syn-
thetic workload. Each iteration consists of three phases:
• Work phase: A sleep command depending on the number

of processes following Amdahls Law, i.e., titer = ts +
tp
P .

• Reconfiguration phase: Reconfiguration can be blocking
or non-blocking:
– Blocking: The blocking reconfiguration includes 1) send-

ing a PSetOp to the RM, 2) waiting for the RM/process
manager to execute the PSetOp, and 3) creating a new
communicator based on the PSetOp output

– Non-blocking: The non-blocking reconfiguration in-
cludes either a) sending a PSetOp to the RM or b) creating
a new communicator based on PSetOp output.

• Redistribution phase: The redistribution phase consists of
a single broadcast to synchronize the iteration counter across
all processes.

IV. DPP-BASED PERFORMANCE-AWARE SCHEDULING OF
DYNAMIC JOBS

Traditional, static scheduling (e.g. EasyBackfilling) does not
support DRM. Thus, this section introduces an approach for
solving the following DRM optimization problem:

Given a system topology graph Gtopo describing the sys-
tem resources, a task graph Gtask describing the submit-
ted/currently running tasks and their dependencies and a PSet
graph Gpset describing the usage of system resources by
tasks via processes: find graph transformations for Gpset that
optimize the execution of Gtask on Gtopo according to some
given optimization objective.

A. Possible PSet Graph Transformations

In the DPP design, dynamic process changes are modeled
as transformations of the PSet graph.

Applications indicate possible resource reconfigurations by
adding directed hyperedges (PSetOps) to existing graph ver-
tices (input PSets) lists.

The resource manager applies a resource’s reconfiguration
by adding output vertices to hyperedges.

The set of possible outputs Vout for a PSetOp is constrained
by application-specific constraints (cf. COL in Sec. III-A) such
as the valid number of processes, hardware properties, and
mappings. To this end, applications attach a constraint function
Cei

valid to hyperedge ei:

Cei
valid(Vin, G

sub
topo, G

add
topo) → {V 1

out, · · · , V n
out} =: Vout,

where Vin are the input PSets of the PSetOp, Gsub
topo is a

topology graph containing resources to be removed from Vin,
and Gadd

topo is a topology graph containing resources to be added
to Vin.

The constraint function creates a finite, discrete set of
possible instantiations of a given PSetOp (output space) from
which the resource manager can choose exactly one.

B. Evaluation of Graph Transformations

To evaluate the impact of a graph transformation on the
optimization goal, we need to consider the execution perfor-
mance before the operation, the execution performance after
the operation, and the overheads and other side effects incurred
by the operation itself.

To this end, we use two types of models: PSet models
describing the performance of individual input and output
PSets and PSetOp models relating input and output models
to provide insight into the change in performance and the
overheads of the operation.

1) PSet Models: A PSet model is a model for the vertices
in the PSet graph given by a function

Mvi
pset(v) = Y, Y ∈ Rn,

where Y describes the performance of vertex v as a vector of
n different metrics. For demonstration, in this work, we use
Amdahl’s law for speedup

S(n) =
tp + ts

ts +
tp
P

as a simple PSet Model, where ts is the time required for the
sequential part, tp is the time required for the parallel part,
and P is the number of processes.

2) PSet Model Inference: The PSet model or its parameters
might not be known a priori or could be inaccurate. In this
case, model inference based on monitoring data can be used
to create PSet models online. For the sake of simplicity,
we assume we know which model the applications follow
(but this could also be autodetected as future work). For the
benchmarks, we frame the problem as an L2 minimization
to determine the parameters ts and tp in Amdahl’s law for
speedup. Given the measured time for one iteration by T (n)
and using the definition of speedup S(n) = T (1)/T (n), we
can write

T (1)

T (n)
=

tp + ts
T (n)

=
tp + ts

ts +
tp
n

.



To utilize linear algebra solvers, we write this as a linear
equation: nts+tp = T (n)·n. Given different measurements for
a given number of processes ni where i refers to the particular
measurement, we can write this as a linear system of equations
to be solved for ts and tp:

n1 1
n2 1
...

...
nM 1


︸ ︷︷ ︸

A

[
ts
tp

]
︸ ︷︷ ︸

x

=


T (n1) · n1

T (n2) · n2

...
T (nM ) · nM


︸ ︷︷ ︸

b

.

Clearly, this system is underdetermined, which is why we
reformulate it in terms of an L2 minimization problem
ATAx = AT b.

3) PSet Operation Models: A PSetOp model is a model for
the edges in the PSet graph given by a function

Mei
psetop(ei) = Y, Y ∈ Rn

where Y describes the performance change when applying
edge ei as a vector of n different metrics. For instance, it could
describe the change in speedup or runtime when applying
PSetOp ei. Hence, Mei

psetop is a function of the k input and l
output vertex models of the edge, i.e.:

Mei
psetop(Vin, Vout) = Mei

psetop





M
vin
1

pset(v
in
1 )

...

M
vin
k

pset(v
in
k )

M
vout
1

pset (v
out
1 )

...

M
vout
l

pset (v
out
l )




→ Y

We use linear combinations of the in- and output PSet models
in the present work, excluding potential reconfiguration over-
heads.

C. Local Objective Function

Only one element can be chosen to instantiate the set
operation from each output space Vout. To this end, we apply
a local objective function to find a list of output PSets for each
PSetOp that maximizes the local objective function.

max
V ∗
out

flocal(x) = Nlocal(w
∗
local ×Mpsetop(Vin, V

∗
out)).

Here, Mpsetop is the PSetOp Model, w∗
local is a weight for

weighting solutions of the output space, and Nlocal : Rn → R
is a function mapping the vector of performance metrics to
a scalar value. In this work, we use the arithmetic mean for
Nlocal and w∗local = 1 for all solutions in the output space.

The local objective function, therefore, chooses a single
solution from the possible output space produced by the
constraint function for a particular resource change action
applied to a particular PSetOp. Depending on system policies,
the local objective functions could either be provided by
system providers or by the applications themselves.

D. Global Objective Function

After selecting a single output for each set operation, we
can apply a global objective function that maximizes∑

i wi ·Nglobal(M
i
psetop(V

i
in, V

i
out)).

Here, M i
psetop is the PSetOp model of PSetOp i, using the

output list V i
out determined by the local objective function.

wi is a weight applied to weight the contribution of PSetOp
i. Nglobal : Rn → R is a function mapping the vector of
performance metrics to a scalar value. Similar to the local
objective function, in this work, we use the arithmetic mean
for Nglobal and wi = 1 for all PsetOps.

E. Optimizer

We use a discrete steepest ascent approach to guide the
search through the search space given by the global objective
function. For each scheduling pass, the search is started
from the current system state, i.e., the previous approximated
solution. Several step sizes are tested for each step, consid-
ering application constraints to avoid getting stuck in a local
maximum. Our algorithm uses 3 phases:

• Phase 1: Remove resources from jobs if this produces a net
gain for the set operation.

• Phase 2: Assign free resources to set operations using one
discrete steepest ascent pass.

• Phase 3: Swap resources between PSetOps using a second
DSA pass starting from the approximated solution of phase
2.

V. PERFORMANCE EVALUATION

We conduct several synthetic benchmarks and application
scheduling experiments on a production HPC system to eval-
uate the performance of our dynamic resource software stack
and dynamic optimization approach.

A. Target platform

For our experiments, we use the Grid5000 [63] system at
the Nancy site. The gros cluster consists of 124 nodes, each
featuring an Intel Xeon Gold 5220 (Cascade Lake-SP) with 18
cores and a total of 96 GiB RAM. The nodes are connected
through a Mellanox MT27710 network, and each node has
access to two NICs with a configured rate of 25 Gbps. The
experiments are executed inside a static, bare-metal allocation
of 100 nodes requested from the system’s resource manager
OAR [64]. We use NixOS compose [65] for reproducible
deployment of our composition (all software and benchmarks
are included in the paper artifact [66]) on the allocated nodes.
Inside the allocation, we use our resource manager DynRM to
manage access to resources.



B. Performance Metrics
In our scheduling experiments, we evaluate the following

key system metrics:

makespan = max
i

tiend −min
i

tisub,

avg pending time =
1

J

J−1∑
i=0

(tistart − tisub),

avg run time =
1

J

J−1∑
i=0

(tiend − tistart),

avg turnaround time =
1

J

J−1∑
i=0

(tiend − tisub),

avg utilization =

∑N−1
i=0 tiutil∑N−1

i=0 tiutil +
∑N−1

i=0 tiidle
,

where tisub, tistart, t
i
end are the submission, start and end times

of job i respectively, J is the number of jobs, tiutil and tiidle
are the utilized and idle times of node i respectively, and N
is the number of nodes.

C. Synthetic Benchmarks
The first part of the evaluation uses synthetic benchmarks

to assess the impact of DRM on application and system per-
formance in a parameterizable, near-optimal setting. For this,
we use the synthetic BenchSleep application (cf. Sec. III-D7).

1) Process Reconfiguration Overhead: To lay the foun-
dation for subsequent experiments, we examine the general
overhead incurred on applications for dynamically reconfig-
uring their process layout. This explicitly excludes (highly
application-dependent) data redistribution overhead, hence
representing a lower bound for reconfiguration overheads.

Fig. 4 presents performance results for reconfigurations with
varying initial process counts and different numbers of pro-
cesses added or removed using up to 100 nodes. The observed
overheads remain modest compared to total job runtimes,
reaching up to 1.75/1.35 seconds in the non-blocking case
and 4.0/1.8 seconds in the blocking case for expanding and
shrinking respectively. Notably, the overhead increases with
the number of processes remaining after reconfiguration, rather
than with the number of processes added or removed. Specif-
ically, when the process set is shrinking, the overhead grows
approximately linearly; when it is expanding, the overhead
exhibits a nonlinear increase. This suggests that creating the
new communicator and creating new communication channels
are the primary sources of overhead in the non-blocking case.
Leveraging an asynchronous communicator creation process,
such as using a separate thread [67], could further overlap this
overhead with computations in the non-blocking case.

2) Synthetic Job Mix Scheduling: To generate realistic
synthetic job mixes of dynamic jobs, we first generate a static
job mix using the improved Feitelson Model [68], [69]:
• The interarrival time is chosen based on the Poisson

distribution

P (x) =
e−λλx

x!
.

The interarrival times {t0, · · · , tN} can then be constructed
as: ti+1 = ti − ln(U)

λ with uniform random variable U in
(0, 1] and mean interarrival time 1

λ .
• The job size s (number of nodes) is based on a semi-

harmonic distribution of order 0.5: s ∝ 1
x0.5 , with hand-

tailored weights for common configurations such as power-
of-two, multiples of ten, and small job sizes.

• The job runtimes r follow a three-stage hyper-exponential,
where the relative stage weights depend on the job size:
r = Rmin − m · ln(u), where u ∝ U(0, 1) is a uniform
random variable, and

m =


5, if u < P1(s)

900, if P1(s) ≤ u < P2(s)

20000, if u ≥ P2(s),

P1(s) = 0.9 − 0.65
√

s
Smax

, P2(s) = 0.97 − 0.37
√

s
Smax

.
Maximum job runtimes were set to 400 seconds due to
restrictions on resource usage on our test system.

Based on this static workload mix, we determine the scalabil-
ity parameters ts and tp for Amdahl’s law as

ts =
rP (1− E)

P − 1
, tp =

rP (1− (P (1− E))

P − 1
,

assuming static jobs are executed with a parallel efficiency
E ∼ N (0.75, 0.0049) and P = s · c represents the number of
processes, with c being the number of cores per node.

The number of iterations is chosen based on the maximum
allowed iteration time titmax

(the iteration time required with
one node): niters = (ts+tp/c)/titmax and ts and tp are scaled
accordingly. In this work, we chose a value of titmax = 10s.

Fig. 5a, 5b present the results for several system met-
rics comparing static scheduling using EasyBackfilling [70]
(EB) with our dynamic scheduling policies Discrete Steep-
est Ascend (DSA) and DSA with monitoring (DSA-M) on
100 nodes, where the latter uses application-reported perfor-
mance metrics for PSet model inference (cf. IV-B2). Dynamic
scheduling consistently reduced avg. job turnaround times by
significantly lowering avg. waiting time, due to more flexibility
in initial resource selection and shrinking running jobs.

In the crowded system scenario (λ = 10), dynamic schedul-
ing increased average job runtimes, as our policy favors higher-
efficiency, smaller-resource job configurations when the queue
is full. This reduces the makespan and improves system
utilization. These effects are particularly pronounced with
100% dynamic jobs, achieving makespan reductions of up to
31% and reductions in avg. job turnaround times of up to 39%.

In the non-crowded system scenario (λ = 1
18 ), avg. job

runtimes are shorter with dynamic scheduling, since DRM
allows scaling out jobs if free resources are available. This also
leads to higher avg. system utilization. While the makespan is
comparable with 50% dynamic jobs, it is higher with 100%.
This effect can be attributed to our event-based scheduling
being overwhelmed by a large number of events. In this case,
a periodic scheduling approach would be beneficial.
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Fig. 4: MPI reconfiguration overheads using BenchSleep for expanding (left) and shrinking (right). The plots show overheads
for blocking ( b) and non-blocking ( nb) reconfiguration calls. Three different scenarios are plotted: 1) a fixed number of
18 processes (1 node) is added/removed in each reconfiguration (fixed step), 2) the number of processes is doubled/halved in
each reconfiguration (exp scal), and 3). The number of processes added/removed to/from the minimum/maximum number of
processes (18/1152) is doubled/halved in each reconfiguration (exp step). For fixed step and exp scal the x-axis represents the
number of processes before each reconfiguration. For exp step the x-axis represents the number of processes added/removed.

D. Application Benchmarks

The second part of the evaluation uses application bench-
marks to assess the impact of dynamic resource management
on performance in a realistic setting. To this end, we create
different job mixes in which jobs are chosen uniformly at ran-
dom from the list of our adapted applications: XBraid, LibP-
FASST, PetSc, DMR-CG, DMR-Jacobi, and DMR-Laplace.
The application-specific parameters and performance charac-
teristics are included in the paper artifact [66].

We generate a job mixes as follows:
• The interarrival times are chosen based on the Poisson

distribution, similar to the synthetic job mix generation.
• The scalability parameters are inherent to each application.

Therefore, we run simple expansion tests to determine the
parameters ts and tp for each application. The runtime per
iteration/timestep is then given by titer = ts+

tp
P , where P

is the number of processes. These tests were also used to
extract application constraints on process numbers.

• The job size s is determined based on the application
scalability and an assumed parallel efficiency of static job
execution E ∼ N (0.75, 0.0049) as

s =
1

c

(ts + tp − tpE)

tsE
.

• The job runtimes r are calculated similarly to the synthetic
job mix based on a three-stage hyper-exponential depending
on the job sizes, with a maximum of 400s. The number of
iterations/timesteps for the applications is set to r

titer
.

Analogous to the synthetic scheduling, Fig. 5c, 5d presents
application scheduling performance using the EB, DSA, and
DSA+M policies on a 100-node system.

In crowded system scenarios (λ = 10), dynamic scheduling
(DSA and DSA-M) consistently reduced makespan, queueing

time, and job turnaround time, while increasing system utiliza-
tion compared to static scheduling (EB). As observed in the
synthetic workload experiments, dynamic scheduling results
in higher average runtimes due to resource distribution aimed
at maximizing parallel efficiency.

In non-crowded scenarios (λ = 1
30 ), dynamic scheduling

improves average waiting and turnaround times. Makespans
are comparable at 50% dynamic jobs and slightly higher
at 100%, due to event-based scheduler overload, suggesting
periodic scheduling may help in such cases.

Depending on the scenario, 15−100% of the dynamic jobs
were reconfigured on avg. 1.33−6.07× (cf. [66], for details).

DSA-M shows trends similar to DSA — although with
slightly reduced performance due to runtime parameter esti-
mation for PSet models, as opposed to predefined values.

The application job mix closely mirrors the synthetic mix,
validating our performance models.

VI. CONCLUSION

Dynamic Resource Management (DRM) promises improve-
ments in system metrics like throughput, utilization, and job
turnaround time. However, its adoption in production HPC
environments remains limited due to the lack of a consistent,
generalizable design across all HPC software stack layers.

In this work, we demonstrated the feasibility of applying
the recently introduced Dynamic Processes with PSets (DPP)
approach to enable DRM on production HPC systems. To
this end, we presented a full software stack based on DPP,
encompassing the resource and process manager, parallel
programming model, as well as HPC libraries and applications.

Building on this stack, we proposed a performance-aware
optimization using discrete steepest ascent. Evaluations on a
production HPC system with up to 100 nodes showed modest
reconfiguration overheads and improvements in makespan,
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Fig. 5: System metrics for synthetic (a), (b) and application (c), (d) scheduling experiments using (static) EasyBackfilling (EB),
(dynamic) Discrete Steepest Ascend (DSA), and (dynamic) Discrete Steepest Ascend with monitoring (DSA-M) scheduling
and a job mix of N = 100 jobs. Results are shown for a crowded system (a), (c) (λ = 10) and non-crowded system (b), (d)
(λ = 1

18 ,
1
30 ), both with 50% and 100% dynamic jobs in the job mix. The metrics makespan (Mksp), pending (queuing) time

(PendTime), runtime (RunTime), turnaround time (TurnTime), and system utilization (Util%) are shown relative to EB 50.

queueing time, turnaround time, and utilization under crowded
conditions. Overall, our study demonstrates the viability of
DRM in HPC systems through the DPP-based design.

As future work, we plan to explore hybrid scheduling
approaches that combine static and dynamic strategies within
production resource managers, and to formalize the COL for
expressing optimization objectives and constraints.
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